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ABSTRACT

Aim/Background: Insertion Sort is widely taught in computer science, yet its practical 
runtime can vary substantially depending on the programming language and the struc-
ture of the input data. This study aims to provide a language-aware empirical comparison 
of Insertion Sort and to complement benchmark results with machine-learning–based 
runtime classification.
Methods: Insertion Sort was implemented and evaluated in six languages (C, C++, Go, 
Java, PHP, and Python). Execution time was measured under a controlled hardware/soft-
ware environment using identical datasets of three sizes (1,000, 10,000, and 100,000 
elements) and four input patterns (ascending, descending, nearly sorted, and random). 
To interpret performance trends, supervised machine learning models were trained 
to classify runtime behavior into Fast, Moderate, and Slow categories, and a Relative 
Execution Time Ratio (RETR) metric was introduced to normalize runtimes against the 
fastest observed case.
Results: Go achieved the best overall performance, followed by Java, while C and C++ 
produced mid-range results. Python and PHP were consistently the slowest, with the 
largest slowdowns observed for large and reverse-ordered inputs. For runtime classifi-
cation, Random Forest outperformed XGBoost, achieving 93% accuracy compared with 
87% for XGBoost. RETR enabled a clearer cross-language comparison by standardizing 
runtimes relative to the fastest baseline.
Conclusion: Insertion Sort performance is strongly influenced by both programming lan-
guage and input characteristics. Combining benchmarking with machine learning based 
classification and normalized metrics (RETR) offers a more interpretable view of runtime 
behavior and supports better alignment of algorithm choices with language and data 
context in real-world applications.
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Introduction

Sorting algorithms are integral to the foundation 
of computer science and are extensively employed 
in a variety of computational domains, including 
database management, information retrieval, and 
numerical computation. Among these, the Insertion 
Sort algorithm is notable for its clear logical struc-
ture that facilitates understanding for beginners. 
Despite its quadratic time complexity of O(n²), 
which can lead to inefficiencies with larger data-
sets, Insertion Sort is particularly effective for small 
datasets and datasets that are nearly sorted, where 

it performs optimally [1,2]. While the theoretical 
efficiency of an algorithm is crucial, practical per-
formance often varies significantly depending on 
the programming language used for implemen-
tation. This variability arises due to differences 
in language design paradigms (e.g., compiled vs. 
interpreted), memory management models, run-
time optimizations, and compiler efficiencies [3,4]. 
Consequently, the choice of programming language 
can significantly affect execution time due to differ-
ences in compilation, memory management, and 
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runtime environments, even when its logical struc-
ture remains constant.

Numerous studies have compared program-
ming languages using a variety of benchmarks to 
assess general performance, memory usage, and 
expressiveness [5–7]. However, there exist limited 
studies specifically examining the performance 
of algorithms across different programming lan-
guages that control for implementation uniformity 
across languages. Particularly, only a small number 
of studies have systematically examined how the 
same sorting algorithm behaves across multiple 
languages while controlling implementation struc-
ture, dataset characteristics, and runtime environ-
ments [8]. To address this gap, the present study 
conducts a systematic performance evaluation of 
the Insertion Sort algorithm across six widely-used 
programming languages: C, C++, Go, Java, PHP, and 
Python. The selection of languages spans compiled 
and interpreted paradigms, as well as both statically 
and dynamically typed languages, offering a broad 
perspective on language-influenced performance 
characteristics [9]. Each implementation adheres 
strictly to a shared pseudocode derived from 
canonical algorithmic definitions to ensure struc-
tural uniformity. The experiments are conducted 
within a standardized environment using Visual 
Studio Code’s integrated terminal, on a consistent 
hardware configuration [10]. Execution times are 
recorded across datasets of varying sizes—1,000, 
10,000, and 100,000 elements—and arrangements, 
including ascending, descending, nearly sorted, and 
random orders. This methodological rigor ensures 
that performance differences can be attributed to 
the languages themselves, rather than variations in 
algorithm design or testing conditions [11].

The results of this study offer insights into the 
practical implications of programming language 
selection for algorithmic tasks. By isolating and ana-
lyzing the influence of language-specific features on 
the runtime behavior of a well-understood sorting 
algorithm, this research contributes to the broader 
understanding of performance dynamics in modern 
programming environments [12].

This research paper is systematically struc-
tured to present a comprehensive investigation 
of Insertion Sort performance across multiple 
programming languages. The study begins with a 
thorough literature review in Section II, critically 
analyzing previous work on sorting algorithms 
and language performance while identifying key 
research gaps. Section III details a rigorous meth-
odology based on standardized Insertion Sort 

implementations across six programming languages 
and carefully structured datasets of three sizes and 
four input patterns, with execution times recorded 
and compared using the Relative Execution Time 
Ratio (RETR) metric for performance evaluation, 
alongside a machine learning–based classification 
approach that predicts performance categories 
using models such as Random Forest and XGBoost. 
Section IV presents and discusses the empirical 
results, featuring comparative language perfor-
mance analysis, scaling effects, and machine learn-
ing classification outcomes. Finally, Section V exam-
ines the study’s limitations and proposes valuable 
directions for future research, such as investigating 
additional algorithms and optimization techniques. 
This logical progression from theoretical foun-
dations through methodological implementation 
to empirical validation and future considerations 
ensures a robust and complete research contribu-
tion to the field of algorithm performance analysis. 
The overall organization of the research is outlined 
in Figure 1, which provides a structural roadmap 
from literature synthesis to experimental validation 
and conclusion.

Literature Review

The performance of sorting algorithms across dif-
ferent programming languages has been a signif-
icant area of research in computer science, with 
implications for improving algorithm optimization 
and execution efficiency. Numerous studies have 
explored algorithmic efficiency, language-specific 
execution behaviors, and performance compari-
sons across widely used programming languages 
such as C, C++, Java, Python, and Go. These inves-
tigations commonly focus on execution time, scal-
ability, and memory utilization. This section syn-
thesizes prior research relevant to the empirical 
evaluation of Insertion Sort and its performance 
variations across programming languages. Several 
comparative studies and reviews evaluate classi-
cal sorting algorithms and their practical behavior 
across contexts [13,14,17,18,21,22].

Figure 1.  Structure of the paper.
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The flow diagram shown in Figure 2 outlines 
the selection process for research articles included 
in a meta-analysis and systematic review. Initially, 

14 records were identified (13 from an academic 
portal and 1 from other sources). After removing 
duplicates, 12 articles were screened, with one 
excluded. Of the 11 full-text articles assessed for 
eligibility, one was excluded, leaving 10 articles for 
final inclusion. These 10 studies were included in 
the meta-analysis and systematic review and sum-
marized in Table 1. Related optimization directions 
include ML/GA-based tuning and learned/sort-
ing-network base cases [24–26], alongside broader 
sorting and analysis lines such as introspective 
sorting, distribution-theoretic views, parallel/GPU 
sorting, and non-dominated sorting methods used 
in multi-objective optimization [27,29,30,32–40].

Synthesis of prior research and contributions

The existing body of research on sorting algorithm 
performance can be organized into three distinct 
yet overlapping thematic categories, each exhibit-
ing critical limitations that this study systematically 
addresses.

Cross-language performance benchmarks

Seminal work by Prechelt [4] established founda-
tional knowledge about runtime disparities across 
seven programming languages, but its generalized 
approach failed to isolate algorithmic behavior—
particularly for sorting operations. While Hundt’s 
[5] later analysis of loop efficiency in C++, Java, 
and Go provided deeper compiler-level insights, its 
exclusion of interpreted languages like Python and 
PHP (despite their ubiquity in modern data pro-
cessing) created an artificial performance hierar-
chy. Nanz and Furia [7] conducted cross-language 
comparisons using Rosetta Code implementations 

Figure 2.  Preferred reporting items for systematic reviews 
and meta-analysis.

Table 1.  Summary of key comparative studies on sorting algorithms.

Authors Pub. year Objectives Limitations

Rizvi et al. [10] 2024 Advocated for cross-language benchmarks Theoretical framework without 
implementation

Al-Amin et al. [16] 2024 Compared Bubble and Insertion Sort in Java Single-language study; no scalability tests

Trofymenko et al. [22] 2024 Evaluated sorting in TypeScript Narrow language scope; no ML integration

Goel et al. [19] 2023 Optimized sorting algorithms Ignored input pattern effects

Durrani et al. [9] 2022 Measured sorting performance in Java/Python Only 2 languages; ignored input patterns

Marcellino et al. [20] 2021 Compared advanced sorting algorithms Focused only on time/memory, not languages

Gul et al. [15] 2015 Analytical sorting algorithm comparison No empirical data; limited practical insights

Nanz and Furia [7] 2015 Analyzed language performance via Rosetta Code Limited to small benchmarks; no sorting focus

Hundt [5] 2011 Evaluated loop performance in C++/Java/Go/
Scala

Excluded interpreted languages (Python/PHP)

Prechelt [4] 2000 Compared runtime of 7 languages for general 
tasks

No sorting-specific analysis; small datasets

https://www.wisdomgale.com/jphcm/


https://www.wisdomgale.com/ejsrr/	 17

European Journal of Scientific Research and Reviews. 2026; 4(1): 14-28.

based on shared task descriptions, but these imple-
mentations do not always follow standardized 
optimization or benchmarking criteria, which lim-
its the reliability of conclusions drawn from their 
micro-benchmarks. These studies collectively 
revealed a common challenge: broad language com-
parisons often emphasize general programming 
performance without analyzing algorithm-specific 
behaviors (e.g., sensitivity to input patterns or scal-
ing effects), whereas algorithm-focused studies fre-
quently evaluate only a narrow language set. This 
gap motivates further investigation into how pro-
gramming language characteristics fundamentally 
affect sorting performance under consistent and 
controlled experimental conditions.

Single-algorithm investigations

Later researchers narrowed their focus to sort-
ing algorithms but introduced new constraints. 
Durrani et al. [9] produced valuable Java/Python 
comparisons, but their two-language framework 
could not capture the performance gradient across 
compiled versus interpreted paradigms. Similarly, 
Al-Amin et al. [16] provided meticulous analy-
sis of Bubble Sort and Insertion Sort in Java, yet 
their single-language approach ignored how Java’s 
just-in-time (JIT) compiler advantages might dif-
fer from AOT-compiled languages like Go—a gap 
exacerbated by their omission of scalability testing 
beyond 10k elements. Meanwhile, Trofymenko et 
al.’s [22] TypeScript evaluation, though timely for 
web development contexts, continued this trend of 
narrowly scoped language studies without connect-
ing to broader computational contexts.

Specialized performance optimizations

A third research strand prioritized optimization 
over fundamental understanding. Goel et al. [19] 
developed language-specific sorting optimizations 
but disregarded how input patterns (e.g., descend-
ing vs. random data) might interact with their 
improvements. Marcellino et al. [20] conducted 
sophisticated comparisons of advanced algorithms 
like QuickSort and MergeSort, yet their exclusive 
focus on time/memory tradeoffs overlooked the 
foundational question of how language choice 
amplifies or mitigates these tradeoffs. While these 
studies advanced algorithmic engineering, their 
neglect of implementation environments left prac-
titioners without guidance for real-world language 
selection.

Theoretical frameworks without implementation

Rizvi et al. [10] and Gul et al. [15] identified these 
methodological gaps—the former advocating for 
standardized cross-language benchmarks, the lat-
ter calling for empirical validation of sorting algo-
rithm theories—but neither delivered actionable 
tools or datasets. This theory-practice divide per-
sisted despite mounting evidence (e.g., [9] 400 ms 
Python/Java runtime disparity for 10k elements) 
that language choice could eclipse algorithmic 
improvements for practical dataset sizes.

This study’s transformative approach

Our research transcends these limitations through 
four pioneering contributions:

Controlled multilingual analysis: By imple-
menting identical Insertion Sort logic across six 
languages (spanning compiled C/C++/Go, man-
aged Java, and interpreted PHP/Python), we enable 
the first apples-to-apples comparison of language 
effects on a canonical O(n2) algorithm—addressing 
the scope limitations of [5,9,16].

Data pattern decomposition: Where prior 
works like [19] and [20] treated input data as 
homogeneous, we dissect performance across four 
arrangement types (ascending/descending/nearly 
sorted/random) at 1k/10k/100k scales. This 
reveals previously undocumented interactions; for 
example, Python’s 31,000× slowdown for descend-
ing versus ascending 100k-element data (Table 
4) exposes interpreter overheads that theoretical 
analyses [15] could not predict.

Quantitative comparison framework: The 
novel RETR metric operationalizes Rizvi et al.’s 
[10] benchmarking vision by providing a stan-
dardized measure of language efficiency. Our find-
ing that RETR(Java → Go) = 0.68 for 100k random 
data quantitatively confirms Go’s supremacy where 
prior studies could only speculate.

Machine learning integration: The 93%-accu-
rate Random Forest classifier represents the first 
application of predictive modeling to sorting per-
formance. This innovation moves beyond reactive 
benchmarking (as in [4,7]) to proactive perfor-
mance forecasting—a paradigm shift with implica-
tions for compiler design and adaptive systems.

By unifying these advances, we resolve the 
fragmentation that has long plagued this research 
domain: where Prechelt [4] and Hundt [5] studied 
languages without algorithms, and Durrani et al. 
[9]/Al-Amin [16] studied algorithms without lin-
guistic context, our work establishes an integrated 
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methodology that future researchers can extend to 
other algorithms (e.g., comparing QuickSort in Rust 
vs. Julia) or emerging languages. The RETR metric 
and machine learning (ML) framework, in partic-
ular, provide tools to navigate the performance 
tradeoffs that Marcellino et al. [20] identified but 
could not contextualize across implementations.

Key strengths of this version:

1.	 Thematic organization: Clearly clus-
ters prior work into categories to expose 
research trends and gaps.

2.	 Problem-solution narrative: Each limita-
tion (e.g., “single-language approach”) is 
directly countered by your innovations.

3.	 Quantitative precision: Cites specific 
results (e.g., “31,000× slowdown”) to 
demonstrate prior studies’ oversight.

4.	 Forward-linking: Positions your (wrong 
mone hocce) tools (RETR/ML) as enabling 
future research extensions.

Materials and Methods

Figure 3 outlines the structured workflow used 
to evaluate Insertion Sort performance across six 
programming languages (C, C++, Go, Java, PHP, and 
Python). Four types of input datasets—ascending, 
descending, nearly sorted, and random—were 
synthetically generated using predefined rules to 
ensure repeatability. Each dataset was produced at 
three scales (1,000, 10,000, and 100,000 elements) 
and used consistently across all languages.

Execution time was measured using native tim-
ing functions within each environment (e.g., clock() 
in C/C++, time module in Python, microtime() in 
PHP, and equivalent commands in Java and Go), 
ensuring precise millisecond-level measurement. 
All tests were performed on the same machine.

The evaluation process involved comparing exe-
cution behavior across dataset patterns and scales, 
analyzing both runtime progression and perfor-
mance deviations. These comparisons enabled the 
interpretation of how programming language exe-
cution models influence sorting efficiency under 
different data scenarios.

Environmental setup

The study compared the runtime performance of 
the Insertion Sort algorithm across six program-
ming languages (C, C++, Go, Java, PHP, and Python) 
using varied datasets (1k, 10k, 100k elements in 
ascending, descending, nearly sorted, and random 
patterns). The results showed that Go was the fast-
est overall, followed by Java. Python and PHP were 
the slowest, especially on large or reverse-ordered 
data. This finding highlights that language choice 
and input data pattern significantly affect sorting 
performance, with compiled languages generally 
offering an advantage at scale. Furthermore, the 
study introduced the RETR metric for performance 
comparison and used Machine Learning (Random 
Forest achieved 93% accuracy) to classify runtime 
behavior as Fast, Moderate, or Slow.

Pseudocode standardization

To ensure a fair comparison, all implementations 
adhered strictly to a common pseudocode version 
of the Insertion Sort algorithm:

Figure 3.  Experimental workflow: insertion sort 
performance analysis.
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for i = 1 to n - 1:
    key = arr[i]
    j = i - 1
    while j >= 0 and arr[j] > key:
        arr[j + 1] = arr[j]
        j = j - 1
    arr[j + 1] = key

No optimizations were introduced, and the logic 
was kept uniform across all versions. For instance, C 
and C++ utilized loops and array indexing, Java used 
fixed-size arrays, Go operated with slices, and PHP 
and Python leveraged dynamic lists. This approach 
ensured that execution time served as the primary 
performance outcome, enabling the isolation of 
language-specific influences such as compilation 
behavior, memory handling, and runtime overhead.

Algorithmic flow and logic

The flowchart in Figure 4 illustrates the step-by-
step logic of the Insertion Sort algorithm using 
standard flowchart symbols and a clear control 

structure. It begins with the initialization of the 
outer loop at index i = 1, as the first element is con-
sidered sorted. A decision is then made to check if 
i is less than the size of the array (n); if true, the 
algorithm proceeds to select the current element 
(arr[i]) as the key and sets j = i - 1. It then enters an 
inner loop that compares the key with elements to 
its left. If arr[j] is greater than the key, the value is 
shifted one position to the right (arr[j+1] = arr[j]), 
and j is decremented. This process repeats until the 
correct position for the key is found, at which point 
it is inserted (arr[j+1] = key).

This visual representation effectively captures 
the core logic and decision-making process of 
Insertion Sort, making it an excellent tool for under-
standing and teaching the algorithm.

Pseudocode standardization

Datasets of three sizes—1,000 (1k), 10,000 (10k), 
and 100,000 (100k) elements—were prepared in 
each of the four data patterns. This design enabled 
the evaluation of scalability and sensitivity to 
input order. For consistency, all programs were 
compiled and run using default language-specific 
commands: gcc for C, g++ for C++, go run for Go, 
java for Java, php for PHP, and python for Python. 
Each implementation was executed sequentially 
for each dataset, and execution time was mea-
sured in milliseconds.

To promote transparency and reproducibility, 
the source code for all language implementations is 
publicly available at:

h t t p s : / / g i t h u b . c o m / m d s y d u l i s l a m /
InsertionSortPerformanceAnalysis.git

Relative execution time ratio

To quantitatively assess and compare the runtime 
efficiency of Insertion Sort implementations across 
different programming languages, we introduce a 
normalized metric termed the RETR. This metric 
expresses the execution time of one language rela-
tive to another, offering a straightforward interpre-
tation of performance disparities.

This metric is distinct from general normaliza-
tion techniques because it anchors all results to 
a single, consistent optimal baseline (Go’s fastest 
execution) across all permutations, offering imme-
diate and intuitive cross-language interpretability. 
This consistency enhances sensitivity by prevent-
ing potential misinterpretation caused by nor-
malizing against a sub-optimal baseline or using 
percentage changes that obscure the magnitude Figure 4.  Algorithmic flowchart for insertion sort.
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of performance deviation from the absolute best 
possible result.

The RETR between two programming languages 
L1 and L2, for a dataset of size S and a given input 
pattern P, is formally defined as follows:
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This formulation allows for interpreting results 
in practical terms. For example, the value of 
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2 5� �   = X indicates that Java is X 
times faster than C for sorting 100,000 elements 
arranged in descending order.

The RETR metric gives a helpful way to compare 
programming languages that use diverse execution 
models. It works well when analyzing compiled and 
interpreted languages or statically and dynamically 
typed ones under the same algorithm and hard-
ware. Instead of focusing on exact runtimes, RETR 
highlights how efficient one language is compared 
to another. This makes it easier to understand and 
apply the results across different system setups or 
dataset sizes.

Machine learning-based runtime performance 
classification

To complement the empirical runtime analysis, 
this study incorporates a machine learning-based 
approach to classify the performance behavior of 
the Insertion Sort algorithm. The aim is to predict 
whether a given configuration—defined by data-
set size, data arrangement pattern, and program-
ming language—will result in Fast, Moderate, or 
Slow runtime execution. This predictive classifica-
tion enables early-stage estimation of performance 
trends without the need to execute the sorting algo-
rithm, offering potential utility in compiler design, 
scheduling, or intelligent runtime environments.

The original runtime dataset was first prepro-
cessed to suit a classification task. Three categor-
ical input features—input size, language, and data 
pattern—were converted to numerical form using 

label encoding. The continuous runtime values (in 
milliseconds) were discretized into three quan-
tile-based categories using equal-frequency bin-
ning. These were labeled as 0 (Fast), 1 (Moderate), 
and 2 (Slow), ensuring balanced class distribution. 
This process transformed the dataset into a struc-
tured format suitable for supervised learning.

The classification pipeline was implemented 
using Python in Google Colab. The architecture con-
sists of three key stages: data preprocessing, model 
training, and performance evaluation. The pre-
processing stage handles label encoding and class 
binning. In the training stage, two ensemble classi-
fiers—Random Forest and XGBoost—were trained 
using an 80–20 train-test split. These models were 
selected for their ability to capture non-linear rela-
tionships in small, structured datasets and their 
suitability for multiclass classification. Finally, the 
evaluation stage involved generating classification 
reports using precision, recall, and F1-score to 
assess model effectiveness.

The expected output of this experiment is a pre-
dicted runtime category for any given input config-
uration. If the model exhibits high predictive accu-
racy, it suggests that dataset characteristics and 
language choice carry sufficient signal to determine 
performance behavior. This finding would support 
the use of learning-based systems for anticipating 
runtime performance and guiding algorithm selec-
tion or optimization strategies in resource-con-
strained environments.

To illustrate the process, Figure 5 presents 
the architecture diagram of the machine learn-
ing-based runtime classification experiment. The 
pipeline begins with importing the dataset, fol-
lowed by preprocessing and encoding of categor-
ical features. After that, the runtime values are 
transformed into class labels, and the data is split 
into training and testing subsets. Two classification 
models—Random Forest and XGBoost—are trained 
independently. The predictions are then evaluated 
using classification metrics. This modular design 
ensures clarity, extensibility, and reproducibility of 
the experimental process.

This methodology ensures the consistency and 
reliability of performance comparisons by using a 
standardized algorithm, uniform test conditions, 
and structured input variations. In addition to 
empirical benchmarking, the integration of machine 
learning-based runtime classification introduces 
a predictive layer capable of estimating perfor-
mance categories based on dataset and language 
attributes. Together, these approaches provide a 
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comprehensive and systematic assessment of the 
Insertion Sort algorithm’s behavior across diverse 
programming environments. By capturing both 
observed and learnable runtime patterns, the study 
offers practical insights into the interplay between 
algorithmic logic, programming language execution 
models, and data characteristics in real-world com-
putational scenarios.

Results

This section presents and critically examines the 
empirical performance of the Insertion Sort algo-
rithm implemented across six programming lan-
guages—C, C++, Go, Java, PHP, and Python—on 
datasets of increasing size (1,000, 10,000, and 
100,000 elements) and varying data distributions 
(ascending, descending, nearly sorted, and ran-
dom). The execution time, measured in millisec-
onds, was recorded for each configuration, and the 
results are visualized in Figures 6–8, supported by 
Tables 2–4.

Scaling effects across input sizes

The results from the experimental evaluation illus-
trate a clear scalability pattern, where execution 
time increases as input size grows, consistent with 
the expected O(n2) behavior of Insertion Sort across 
all languages and input configurations. As shown 
in Figure 6 (1,000 elements), Figure 7 (10,000 

elements), and Figure 8 (100,000 elements), exe-
cution time increases significantly as input size 
grows, particularly beyond certain thresholds. 
This trend becomes more obvious after the input 
size crosses 10,000 elements. It confirms the effect 
of Insertion Sort’s time complexity, O(n2), in real-
world scenarios.

Table 2 gives the execution times for 1,000 ele-
ments. At this size, most programming languages 
show only small differences—usually less than 100 
milliseconds—except under worst-case conditions. 
However, in Table 4, which covers 100,000 elements, 
the differences between languages grow much 
larger. For instance, C takes 4,665 milliseconds to 
sort random data, while Python takes 368,869 mil-
liseconds for the same task. Using the RETR1 for-

mula: RETRPython C
k Random
�

( , )
.

100 368869
4665

79� �   This 
indicates that Python is approximately 79 times 
slower than C when sorting 100,000 randomly 
arranged elements. This result shows that input 
size has a pronounced effect on performance, espe-
cially in higher-overhead execution environments.

Impact of initial data arrangement
The way data is arranged before sorting has a 

strong effect on how well Insertion Sort performs. 
Figures 6 to 8 and Tables 2 to 4 clearly show this 
impact. In all input sizes and programming lan-
guages, data that is already in ascending order pro-
duced the fastest results. This follows the best-case 

Figure 5.  Architecture of ML-based runtime classification framework.
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time complexity of Insertion Sort, which is O(n). 
In this case, the algorithm only compares values 
without moving any elements. Even with 100,000 
elements, languages such as Go, Java, and C finished 
sorting in less than 10 milliseconds, and in some 
cases, even faster than 1 millisecond (Table 4). 
These results show that Insertion Sort works very 
efficiently when data are nearly or fully sorted.

As summarized in Table 3, execution times for 
10,000 element datasets further expose the diver-
gence in performance between compiled and inter-
preted languages, particularly under descending 
and random input patterns. On the other hand, data 
in descending order caused much slower perfor-
mance. This pattern demonstrated the algorithm’s 

worst-case performance characteristics, particu-
larly under descending data. Figure 8 shows that 
Python required 685,860 milliseconds, equivalent 
to approximately 11 minutes, to sort 100,000 ele-
ments in descending order. In comparison, it took 
only 21 milliseconds for the same number of ele-
ments in ascending order. This is a difference of over 
31,000 times. Such a large gap shows that the struc-
ture of the input can affect performance even more 
than the size of the data. In the worst-case situation, 
each new value must move all earlier sorted values, 
which increases the number of steps sharply.

Data that are nearly sorted produced substan-
tially lower execution times, as fewer element shifts 
were required compared to random or descending 

Figure 7.  Insertion sort performance for 10,000 elements.

Figure 6.  Insertion sort performance for 1,000 elements.
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inputs. This matches the nature of Insertion Sort. 

When elements are close to their correct positions, 

fewer moves are needed. In all programming lan-
guages tested, nearly sorted input gave times 
much closer to ascending data than to random or 
descending data. This trend is visible in Figures 7 
and 8. It confirms that Insertion Sort is well-suited 
for situations where the input is almost sorted.
Programming language performance comparison

The data strongly supports the conclusion that 
programming language implementation influences 
runtime efficiency due to differences in execution 
models (compiled vs. interpreted), memory han-
dling, and runtime optimizations. As highlighted in 
Table 4, Go consistently outperformed all other lan-
guages across every input size and configuration. 
It runs faster because it is compiled. It runs close 
to the machine level, uses memory more efficiently, 
and has very little runtime overhead.

For instance, when sorting descending data 
with 100,000 elements, Go took 2,650 millisec-
onds, while other languages took more than twice 
as long—even C++ exceeded 23,000 milliseconds 
(Table 4). These results highlight that when perfor-
mance is a critical requirement, especially for large 
datasets, compiled languages offer a significant 
advantage.

Conversely, among the languages tested, Python 
exhibited the longest execution times, particularly 
for larger datasets. As an interpreted language, 
Python adds a lot of runtime overhead. This led to 
very long execution times, such as 368,869 milli-
seconds for 100,000 random elements and 685,860 
milliseconds for descending input (Table 4). PHP 
also exhibited similar limitations but maintained a 
consistent performance edge over Python.

Figure 8.  Insertion sort performance for 100,000 elements.

Table 2. Execution times (1,000 elements).

Language Ascending Descending
Nearly 
sorted

Random

C 0 2 1 2

C++ 0.0077 4 0.4535 1

Go 0 0.5389 0 0.6336

Java 0.0541 6 2 5

PHP 0.1609 36 5 17

Python 0 79 10 46

Table 3.  Execution times (10,000 elements).

Language Ascending Descending
Nearly 
sorted

Random

C 0 155 18 77

C++ 0.0743 397 48 198

Go 0 45 6 23

Java 0.7797 79 17 37

PHP 1 3,631 429 1,801

Python 3 1,1041 1,449 5,871

Table 4.  Execution times (100,000 elements).

Language Ascending Descending
Nearly 
sorted

Random

C 0 9,477 1,095 4,665

C++ 0.0001 23,872 2,783 11,799

Go 0 2,650 302 1,284

Java 3 3,832 401 1,571

PHP 7 215,052 25,492 107,608

Python 21 685,860 82,528 368,869
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When comparing the performance of compiled 
languages at different data sizes, an interesting pat-
tern appears between C, C++, and Java. For small 
datasets with 1,000 elements in ascending order, 
C and C++ show slightly better performance than 
Java. Their execution times were 0 milliseconds for 
C and 0.0077 milliseconds for C++, while Java took 
0.0541 milliseconds (Table 2). This small advan-
tage likely comes from the low overhead in run-
ning native machine code in C and C++. However, 
as the dataset grows, especially with difficult 
input like descending data, the results change. At 
100,000 elements in descending order, Java per-
forms much better than both C and C++. It fin-
ished the task in 3,832 milliseconds, compared 
to 9,477 milliseconds in C and 23,872 millisec-
onds in C++ (Table 4). Using the RETR1 formula: 

RETRC Java
k Descending

�
( , )

. .
100 9477

3832
2 5� �   ≈ 2.5. This 

indicates that Java is nearly 2.5 times faster than C 
in this context, and in the same case, similarly, it is 
over six times faster than C++. This shift in perfor-
mance may come from Java’s smart runtime sys-
tem. It uses features like adaptive JIT compilation 
and advanced memory handling, which help more 
when the data size and complexity grow. These 
results question the common belief that compiled 
languages always run faster than managed ones in 
computing tasks.

Performance scaling analysis

The way each programming language handles 
larger input sizes gives important information 
about its efficiency and usefulness in real-world 
applications. When sorting 1,000 elements (Fig. 
6), all languages performed well. Even Python 
completed most tasks in under one second. But at 
10,000 elements (Fig. 7), slower languages began to 
show clear weaknesses. The increase in execution 
time became more noticeable, especially in inter-
preted languages like Python and PHP.

When the input size reached 100,000 elements 
(Fig. 8), the differences between languages became 
much larger. For example, Python’s time for sorting 
descending data grew from 79 milliseconds (Fig. 6) 
to 685,860 milliseconds (Fig. 8). This is an increase 
of more than 8,680 times. This exponential growth 
demonstrates how Insertion Sort’s theoretical 
O(n2) complexity manifests most visibly when com-
bined with high-overhead environments. In con-
trast, Go and Java showed much smaller increases 
in execution time. Their growth matched what the 

algorithm’s theory predicts, without compounding 
language-related penalties.

Performance consistency across data types

When examining consistency across different data 
types, Go and Java exhibited stable and predictable 
performance patterns. They kept similar perfor-
mance patterns between input types at all dataset 
sizes. This level of consistency shows that both 
languages can provide reliable and stable behav-
ior, which is important for systems that require 
dependable performance.

Python and PHP, on the other hand, displayed 
irregularities in performance consistency. The per-
formance gaps between ascending and descending 
inputs were vastly larger than those observed in 
other languages. This large difference may show 
that their standard sorting methods or the way they 
manage data are not well optimized for Insertion 
Sort.

C and C++ fell into a middle category, deliver-
ing moderate performance depending on the data 
pattern. While C performed well overall, it showed 
notable strength and outperformed C++ by a wide 
margin.

Practical implications for choosing algorithms and 
languages

These findings carry important implications for 
developers choosing sorting algorithms and pro-
gramming languages in practice. For small data-
sets (≤1,000 elements), the difference in execution 
times is negligible across all languages. In this case, 
Insertion Sort works well and remains a simple 
and effective choice, no matter which language is 
used. This is reinforced by the minimal differences 
observed in Table 2 and Figure 6.

However, for large datasets, especially with non-
ideal input configurations (random or descending), 
both algorithmic efficiency and language execution 
model become crucial. Insertion Sort has a time 
complexity of O(n2), which leads to very long run-
times in slower languages. This makes it a poor 
choice for large datasets unless the data is nearly 
sorted.

Developers working on performance-sensitive 
applications would benefit from avoiding inter-
preted languages for sorting large datasets unless 
high-level algorithm replacements or native exten-
sions are used. Compiled languages such as C 
and Go not only maintain excellent performance 
but also show robustness across different data 
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arrangements. This makes them better suited for 
systems that deal with large amounts of data.

In conclusion, while Insertion Sort remains effec-
tive in applications with small datasets or datasets 
that are nearly sorted, where Insertion Sort is par-
ticularly effective, its practicality decreases sig-
nificantly as dataset size increases, particularly in 
interpreted or higher-overhead programming envi-
ronments. Therefore, developers should prioritize 
data characteristics such as size and arrangement, 
along with the choice of programming language, 
when selecting appropriate sorting techniques for 
software systems.

Machine learning-based runtime performance 
classification

To complement the empirical analysis of Insertion 
Sort performance, machine learning techniques 
were employed to classify execution times into 
three categories (“Fast”, “Moderate”, and “Slow”) 
based on encoded features representing input size 
(Size_enc), programming language (Language_enc), 
and data pattern (Pattern_enc). The results of this 
classification task, which was performed using 
Random Forest and XGBoost models, help assess 
the influence of experimental variables on perfor-
mance and offer a generalized classification frame-
work for future runtime estimations [41,42].

The classification reports (Table 5) reveal nota-
ble differences in the performance of the two mod-
els. The Random Forest classifier achieved higher 

overall accuracy (93%) compared to XGBoost 
(87%). For the “Fast” class, both models demon-
strated perfect precision, recall, and f1-scores (1.00), 
indicating robust identification of cases with mini-
mal execution time. However, for the “Moderate” 
and “Slow” classes, Random Forest outperformed 
XGBoost, particularly in recall for “Moderate” (0.83 
vs. 0.67) and precision for “Slow” (0.83 vs. 0.71). 
This suggests that Random Forest is more effective 
at handling the nuanced distinctions between these 
categories, which align with the intermediate and 
worst-case performance scenarios observed in the 
experimental results.

The feature importance comparison (Fig. 9) 
highlights that Size_enc and Pattern_enc are the 
most influential factors in the classification, with 
Language_enc playing a secondary role. This aligns 
with the experimental trends, where input size and 
data arrangement had a more pronounced impact 
on execution time than the choice of programming 
language. For instance, the dominance of Size_enc 
reflects the exponential growth in execution time 
for larger datasets, as seen in Tables 2–4, while the 
significance of Pattern_enc corroborates the perfor-
mance variations between ascending, descending, 
and random data patterns.

Random Forest correctly classified all “Fast” and 
“Slow” instances but misclassified one “Moderate” 
case as “Slow”. XGBoost, while also perfect for 
“Fast” cases, exhibited more errors for “Moderate” 
and “Slow” classes, mislabeling two “Moderate” 
instances as “Slow” and one “Slow” instance as 
“Moderate”. These errors likely stem from the over-
lapping performance ranges in the experimental 
data, where certain language-pattern combina-
tions (e.g., Python with descending data) blurred 

Table 5.  Classification metrics for random forest and 
XGBoost.

Random forest classification report:

Precision Recall f1-score

Fast 1.00 1.00 1.00

Moderate 1.00 0.83 0.91

Slow 0.83 1.00 0.91

Accuracy 0.93

Macro avg 0.94 0.94 0.94

Weighted avg 0.94 0.93 0.93

XGBoost classification report:

Precision Recall f1-score

Fast 1.00 1.00 1.00

Moderate 1.00 0.67 0.80

Slow 0.71 1.00 0.83

Accuracy 0.87

Macro avg 0.90 0.89 0.88

Weighted avg 0.90 0.87 0.86
Figure 9.  Feature importance comparison for random 
forest and XGBoost.
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the boundaries between “Moderate” and “Slow” 
categories.

The machine learning results reinforce the 
empirical observations from the Insertion Sort 
experiments. The models’ reliance on Size_enc and 
Pattern_enc mirrors the algorithmic complexity 
and data arrangement effects discussed earlier. For 
example, the difficulty in classifying “Moderate” 
cases reflects the performance variability of lan-
guages like Java and C++ under non-ideal data con-
ditions (e.g., descending or random). Additionally, 
the high accuracy for “Fast” and “Slow” classes 
underscores the stark contrast between best-case 
(ascending data) and worst-case (descending data) 
scenarios, as demonstrated in Figures 4–6.

Discussion

Limitations and Future Directions

Although these results give important insights into 
how Insertion Sort performs across different lan-
guages and data types, there are some limitations 
to consider. This study did not include the effects of 
hardware-specific optimizations, JIT compilation in 
languages like Java, or memory allocation methods. 
These factors can affect the results and may lead to 
different performance outcomes in other setups.

Future research could extend this work by 
exploring other sorting algorithms under similar 
conditions or applying deep learning models for 
runtime prediction. Investigating performance on 
different hardware platforms and integrating mem-
ory profiling would offer a more holistic under-
standing of language-algorithm behavior.

Conclusion

This study examined the runtime performance of 
Insertion Sort in terms of execution time, across six 
programming languages using varied input sizes 
and data arrangements. By standardizing the algo-
rithm and experimental setup, the results revealed 
clear performance differences: compiled languages 
such as Go and C consistently executed faster than 
interpreted languages like Python and PHP, partic-
ularly for large or reverse-ordered datasets where 
the number of element shifts increases substan-
tially. To further analyze these outcomes, machine 
learning models—Random Forest and XGBoost—
were employed to classify runtime behavior using 
input size, data pattern, and programming language 
as predictive features. Random Forest achieved 93% 
accuracy, outperforming XGBoost, and confirming 

that dataset characteristics (size and arrangement) 
and execution model of the language have a signif-
icant influence on runtime performance. The study 
also introduced the RETR to simplify language com-
parisons. These findings emphasize the importance 
of aligning algorithm choice with both data charac-
teristics and programming environment. For large-
scale or performance-critical tasks, selecting effi-
cient languages and understanding input patterns 
can significantly improve outcomes. Overall, this 
work offers both empirical evidence and predictive 
insights into sorting performance, which support 
developers in making data-driven decisions regard-
ing algorithm and language selection.
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